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Introduction and Problem Definition

 Introduction :
 To achieve increasing revenues, cloud providers 

require  very efficient resource utilization and the 
strict respect of quality of service.

 Without virtual resources (VMs) consolidation, 
initial smart placement alone can not efficiently 
reduce costs since all expenses matter: hosting, 
energy consumption, maintenance, configuration 
and management costs.
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Introdution and Problem Definition

Definitions:
 Resource Pool : represents a set of virtualized resources in 

the cloud: RAM, CPU, Storage, Bandwitdh

 SLA Violation: will be represented as the percentage of over 
used servers. 
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Introduction and Problem Definition

The Focus of this work:
 An optimal and online re-packing algorithm to reduce overall 

cost and improve resource sharing and utilization and, at the 
same time, find the optimal size of the resource pool to be 
used to deal with SLA violations.

 This problem can also be considered as a classical and NP-
Hard VM placement problem in which we look for an optimal 
number of servers to be used to meet end-user requests

 This allows us to deduce that the repacking problem is also 
NP-Hard even for small instances of the physical substrat and 
number of VMs.
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Introduction and Problem Definition

 Our Proposal :
 An exact mathematical model is proposed to derive an appropriate 

algorithm for the repacking problem.

 Repacking is achieved via migrations while minimizing costs and 
disruptions when relocating the VMs.

 We investigate an algorithm that scales well, minimizes SLA violations, 
converges reasonably fast and minimizes the size of the resource pool 
to be provisioned in case of overused servers, or bursty workloads.

 Traditional Bin-Packing and a simple Best-Fit algorithm are used for 
comparison and benchmarks since they provide lower and upper 
bounds on performance

 The Best-Fit converges very fast but is very inefficient while Bin-
packing is optimal but does not scale with problem size
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Related Work: Some Specefic Papers

Related Work: 
 In 2011 (O. S. Murtazaev) : Sercon: server consolidation algorithm using 

live migration of virtual machines for green computing : minimizes simultaneously the 

number of used servers and migrations to achieve consolidation. They compare their algorithm with a well known placement heuristic, called FFD 
(First-Fit Decreasing), to solve the Bin-Packing problem at hand. Sercon is found to be efficient but since it is a heuristic it can not always find the 
optimal solution

 In 2012 (Goudarzi et al.): Energy-efficient virtual machine replication 
and placement in a cloud computing system : VM replication is used to reduce the energy 

consumption of servers. The Authors create multiple copies of the VMs and then use dynamic programming and local search methods to place 
these copies in the best physical servers. The scalability is however not guaranteed for a large number of servers and VMs. We seek algorithms 
that scale to thousands of VMs and servers and provide the optimal solution.

 In 2013 (Sedaghat et al.):  A virtual machine repacking approach to the 

horizontal vs. vertical elasticity tradeoff for cloud autoscaling : addresses 

automation of horizontal versus vertical elasticity in Clouds. They analyze the price-performance tradeoffs with respect to VM-sizes to handle 
increasing load. They use a repacking approach combined with auto-scaling strategies (vertical and horizontal elasticity) and show a cost saving 
varying between 7% and 60% in total resource utilization cost. The proposed solution is based on a set of heuristically chosen parameters and 
this can lead also to undesired suboptimal solutions.
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The System Model: Our Proposal
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We start the repacking 
problem from an initial 
VM placement solution 
and search for 
consolidation via 
migrations of virtual 
resources in the physical 
infrastructure. 
The Figure depicts the 
placement problem for 
N VMs on K available 
servers, and a resource 
pool to solicit just in 
case of SLA violations or 
in case of bursty
workloads causing 
overused servers



The System Model: Our Proposal

 b-Matching Approach :
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The System Model: Our Approach
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The System Model: Our Approach
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Proposition

The solution of a b-matching problem is based 

on solving a linear program. In other words, an 

integer solution of the minimum weight b-

matching is found in polynomial time. 

This is equivalent to the optimal solution of the 

repacking problem described in this presentation.

Consequence



The System Model: Our Approach
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The System Model: Our Approach
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Result

By adding the blossom inequalities to the 

mathematical model, we can polynomially 

find optimal solutions for the repacking 

problem.



The System Model: Our Approach
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Performance Evaluation

 Evaluation Set-Up/Scenario:
 A processor with 1.8 GHz, 6 Gb of RAM,

 We generated the complete weighted bipartite graph by assigning 
to each edge a $0-$1 random hosting cost,

 W.L.O.G. we supposed a reconfiguration cost of $0.15,

 One thousand (1000) independent graphs are generated to obtain 
1000 independent runs for each simulated point in all the reported 
results.
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Performance Evaluation

|V| |S| b-Matching
(sec)

Bin-
Packing

(sec)

Best-Fit
(sec)

50
12
25
40

0
0
0

0
0.02
0.04

0
0
0

100
25
50
75

0
0.02
0.04

0.02
0.04
0.06

0
0

0.02

500
100
250
350

0.05
0.1
0.4

0.4
1.3
2

0.06
0.2
0.3

1000
200
400
700

0.4
0.5
0.8

4
4.2
9.8

0.44
0.6
1

2000
300
500
700

0.6
1.2
2

4.8
14.4
36

1.3
2.2
3.6

3000
500
700
900

1.6
2.2
3.2

205
> 4H
> 4H

5.4
7.6
9.6

16
A

lgo
rith

m
s

tim
e reso

lu
tio

n



Performance Evaluation
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|V| |S| b-Matching
(%)

Bin-
Packing

(%)

Best-Fit
(%)

50 30 22.67 20.67 76

100 40 9.52 9 71

150 60 13.33 11 70.33

300 120 9.33 9.33 71

700 350 17.88 16.62 74.62

1500 500 15 5.72 68.04
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Performance Evaluation
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SLA Violation & Resource Pool Behaviour



Performance Evaluation

Cost Evolution :
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Conclusion and Future Work

 We addressed the problem of VM repacking in Cloud 
infrastructures. 

 We proposed an exact and linear programming algorithm 
for VM live migrations using a b-matching model

 The b-matching algorithm improves as the numbers of 
servers and VMs increase by gradually reducing from an 
acceptable number of SLA violations to zero (no) violations 
for large instances leading to considerably reduce the size  
of the resource pool. 

 The exact algorithm optimizes the various costs associated 
with VM repacking.
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Conclusion and Future Work

 Ongoing extensions to our work include security 
constraints that will be introduced as affinity and anti-
affinity relationships between VMs and hosts. 

 An in-depth Branch and Cut study will be proposed to 
handle the more complex repacking problem.

Future Work :
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